Notes on Utilitarianism
1. Consequentialism refers to a variety of ethical theories that hold that moral rightness and wrongness is not an inherent feature of actions but rather a function of the consequences of actions. Loosely stated, the idea is that actions that have good consequences are morally right and actions that have bad consequences are morally wrong. Different consequentialist theories differ over which consequences of actions count and for how much.  

2. Utilitarianism is a type of consequentialist view, distinguishable from other consequentialist views by how it defines goodness. For the Utilitarian, the only thing ultimately valuable or good for its own sake is happiness, pleasure, or well-being. (Contemporary Utilitarians, including many economists, tend to speak more about the satisfaction of preferences.) When assessing the morality of actions, the Utilitarian looks at how actions affect happiness. Whose happiness? - the happiness of any and all beings affected by the action. In this sense, Utilitarianism is universalistic. (To think that the only morally relevant happiness is one’s own is to be an Ethical Egoist, not a Utilitarian.)

3. The fundamental moral principle for a Utilitarian (“The Principle of Utility”) is: An action is morally right if and only if it produces more net happiness for all concerned than any alternative action available in the circumstances. In addition to being consequentialist and universalistic, the principle of utility is also a maximizing principle. This means that in order for an action to be right it’s not enough for it to produce much happiness for many people – it must also produce more happiness and less unhappiness overall than any alternative action would have produced. (Utilitarianism is thus comparative.) Alternatively, for an action to be wrong, it is not sufficient that it produces much unhappiness in many people, since maybe any action in that situation would have produced much pain. (Think of President Truman’s decision at the end of World War II to either drop the atomic bomb on Japan or let the war drag on – either way, many people die.)  In order for an action to be wrong, there must be an alternative action would have produced less unhappiness and/or more happiness. Despite the slogan, “the greatest good for the greatest number,” it doesn’t follow that an action is right just because it positively affects more people than the alternatives. We also need to know how much it affects them – what matters is not the number of people affected but the total overall amount of happiness and unhappiness produced. Depending on the numbers, an action that improves the situation of many people by just a little bit might well be less good than an action that improves the situation of a few by a whole bunch.
4. Two complications: First, because a person thinks she is doing something that maximizes happiness (and minimizes unhappiness), it doesn’t follow that the person does the right thing. What matters is the reality, not someone’s perceptions or motivations. If you’re trying to help, but still doing something sure to lead to disaster, it’s still wrong, according to the Utilitarian. Second, along with many contemporary Utilitarians, we will stipulate that what matters are the reasonably expected consequences of actions. Reasonably expected consequences are different both from what the agent may actually expect and from what may actually occur. 

5. So far, we’ve been talking about what’s called Act Utilitarianism (AU), because we’ve been speaking as though what makes an action right or wrong is the (reasonably expected) consequences of that action alone. But there are good reasons for Utilitarians not to be Act Utilitarians, chiefly because it seems quite possible for actions to be wrong and yet still have maximally beneficial consequences. (Likewise, it seems possible for actions to be right and yet fail to have maximally beneficial net consequences.) One way around this is to shift to what’s known as Rule Utilitarianism (RU). According to RU, particular actions are right or wrong depending on their relationship to justified moral rules. Thus, if a particular action is an act of bribery, and if there’s a justified rule that says, “Never bribe,” the action would be wrong even if the consequences of this particular action are better than any alternative. (Thus, RU can disagree with AU about some actions.) What makes the view Utilitarian is the idea that a rule is justified if the typical observance of that rule has better overall consequences (with respect to happiness or well-being) than the typical observance of any other rule. This view is still consequentialist, maximizing and universalistic, but only indirectly so, since we are to maximize the beneficial consequences of particular rules (assuming that people generally follow the rules in question), not the beneficial consequences of individual actions. Another way to express the contrast with Act Utilitarianism is to say the Rule Utilitarian is concerned not with particular actions, but with action types. (e.g. bribery rather than particular acts of bribery).

6.  Assessing the morality of an action according to AU is a relatively straightforward affair: one simply considers the likely positive and negative consequences of the action, and then the likely positive and negative consequences of possible alternative actions that might have been performed in the circumstances, and then determines whether what was done is likely to have maximized happiness and minimized unhappiness compared to the alternatives.  However, an RU assessment is more complicated, because it necessarily involves evaluating possible moral rules that might apply to the situation, and one assesses a possible moral rule by considering the consequences of everyone (or nearly everyone) following it. Imagine a relatively straightforward moral problem: suppose a very hungry man who can’t afford to buy food is considering stealing something to eat. Now, there are a great variety of possible moral rules that would apply to this situation.  But for the purpose of this illustration, let’s keep things very simple and suppose there are only two possible rules that we need to worry about. One is: Do not steal!  Another is: Take whatever you need! Before we can tell what RU says about our poor hungry man, we must evaluate these possible rules, which we do by imagining that everyone follows them at all times.  (To be precise, we should probably say “almost everybody at almost all times” – RU theorists often add the ‘almosts’ to try to be realistic, since universal compliance with any moral rule is probably too much to hope for from humans. But I’ll ignore this wrinkle in what follows.)  So, if we imagine everyone always following the “Do not steal” rule, there would be lots of consequences, both good and bad.  Among the good consequences, we might note that people would be secure in their possessions, and society would have much less need for policemen and burglary alarms, etc., and the mutual trust that would exist between people might well have further positive effects that are harder to estimate. The chief bad consequences would be that there are times when stealing actually produces more good than bad – perhaps our poor hungry man is one such case, or think of a case where CIA agents steal documents from potential terrorists and thereby avert a catastrophe.  On the other hand, the consequences of universal compliance with the “Take whatever you need” rule would be disastrous. We would have few if any secure possessions it seems, and what motive would there be to work for anything if others could always come and take what you have?  One imagines a world filled with desperate people constantly scraping and clawing over pieces of grain. Of course, people don’t always limit themselves to taking what they need. Sometimes they steal because of what they merely want. Nonetheless, our rule would encourage people to think of their mere wants as needs, because the proposed rule says they would be morally entitled to steal to satisfy their needs. At any rate, all in all the “Never steal” rule seems to be vastly preferable in terms of its likely consequences. Given that, RU would conclude that our poor hungry man would be wrong to steal, since his doing so would violate a justified moral rule – justified, because it is a rule that if universally followed would have better overall consequences than the alternative. 

7. Things quickly get messier when we consider that moral rules don’t exist in isolation. In many situations more than one moral rule applies. Suppose that we are convinced that the “Do not steal!” rule is justified, but our poor hungry man is genuinely in danger of starving to death. Isn’t “Do whatever is necessary to preserve your life” also a plausible rule? The problem is that if we were genuinely trying to figure out which system of moral rules would be utility maximizing – which is ultimately what the Rule Utilitarian is after - we would need to say something about which rules take precedence over others in cases of conflict.  Complications of this sort are beyond us in this class, lucky for you. 
  

